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Figure 5.4.  Insertion in a B*-tree of order 2, with Bkfr = 4.

Let us make a time estimate for inserting one record; assuming
that only the leaf and parent-of-leaf levels are on the disk, with the
upper levels of the tree in memory.

If the new record does not fit in the data bucket, a new bucket
must be allocated, and half of the old records are copied to the new
bucket. Also, the old bucket must be modified, and the parent, a
copy of which is in memory, must be modified. Sometimes the parent
must be split as well. Then another bucket must be allocated for the

new sibling of the parent.
The probability that the new record does not fit is 1/(Bkfr/2) =
2/ Bk fr since the node is always between half full and completely full,

and only when it is completely full must the node be split. Thus, the
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Figure 5.5.  First we delete a record from a leaf which is not sparse. No change
in the index is necessary. Then we delete a record from a sparse leaf whose adjacent
sibling has more than the minimum number of records. In this case the records arc
redistributed between the two leaves, and the key in the parent is changed. This it
a B -tree of order 2 with Bkfr = 4.

the data bucket with too few records. That is, if the data bucket or
leaf of the primary index has more than ceiling (Bkfr/2) records, we
merely delete the record in question. In the case of a secondary index
if the number of keys is greater than v, the minimum, the deletion is
also simple; we merely remove the key and address in question.
Note that a record may be deleted whose key is a comparison
value in some upper level of the tree. This poses no complications
Searching will still be correct. If the leaf is more than half full, the
upper levels are not changed. To repeat, at this point upper levels
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Figure 5.6.  Deletion from a sparse leaf when neither adjacent sibling has more
than the minimum number of records. In this case the records in the sparse leaf
must be combined with those in one of the siblings, say the left one, and an address
and key must be deleted from the parent. This is a B*-tree of order 2 with Bkfr =
4.

(Bkfr/2) records, so there is no need to change the index.

Suppose, however, that the leaf is already at a minimum. Then,
we examine the adjacent siblings. If one of them has greater than the
minimum number of records, the records are redistributed between
the two siblings.

A sibling of a node in a tree is a node which has the same parent.
A node which is at one end of the children of a given node may only
have one adjacent sibling. Most nodes have two adjacent siblings. The
adjacent siblings of a leaf node contain the records with the nearest
key values. When both adjacent siblings have an equal number of
records and we must choose one, we arbitrarily choose the left one.
For example, suppose that the bucket factor, Bkfr, is 10, and the
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Figure 5.7. Combining internal nodes. Always concatenate the value sepa-

rating the two siblings with the values in the siblings. If there are more than 2v
total values, put the middle value in the parent and redistribute the other values.
If there are exactly 2v values, merge the two siblings and the distinguishing value
from the parent.

records than the other, use it. If both have the same amount, use the
left one. (This is an arbitrary choice.) Change the key distinguishing
X from its sibling in the parent, and terminate.

4. Combine the records in one sibling with those in X. (This step
only occurs when both adjacent siblings have exactly ceiling (Bkfr/2)
records. Choose the left sibling if there is one.) Delete from the parent





